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ABSTRACT 

This paper describes the design of a reconfigurable system using an FPGA (field programmable gate array) 

whose primary function is high-speed (several Gb/s) network data monitoring and run-time adaptive fault 

injection and statistics gathering for failure analysis. The system is designed for two types of 

mediaMyrinet SAN and Fibre Channeland failure analysis can be performed simultaneously over both 

of these networks. Although the device intercepts and retransmits signals on the network, no impact on the 

data transfer rate is observed and a negligible latency is caused by inserting the device in the network.  The 

fault injection capabilities are demonstrated on a Myrinet LAN.  Fault injection experiments are conducted 

on data transmitted across the network, including control packets previously inaccessible to software-based 

techniques. 
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1. INTRODUCTION 
As systems become more closely integrated via distributed software layers, their physical interconnections 

become increasingly critical for proper operation. Furthermore, the bandwidth requirements of the 

underlying networks are increasing due to advances in technology and the need for more complex 

functionality. This, in turn, has pushed voltage swings of high-speed signaling ever smaller. Unfortunately, 

reducing voltage swings to allow for higher transfer rates comes at the cost of decreased signal-to-noise 

ratios. Therefore, these devices have become more susceptible to external phenomena (such as 

electromagnetic fields and radiation), and the behavior of these systems under possible fault stresses must be 

measured to assure their acceptable performance.  

This paper describes a versatile device that not only supports random fault injections, but can be configured 

to inject specific types of faults in a high-speed network environment (several Gb/s) for failure analysis. 

Basing the design on an FPGA as the core structural component allows the device to be programmed to 

accept configuration commands generated either internally (i.e., by the device itself) or by an external 

system.  The design enables precise synchronization of fault injection hardware with high speed target 

systems – Myrinet network [Bod95] and Fiber Channel [ANS94] - while running at the speed of the network. 

Our approach requires that the fault injector be inserted in the data path (i.e., in the network) to decode the 

data patterns, modify the data if necessary (i.e., inject faults), and then retransmit the data (i.e., send the 

corrupted/modified data to the network). The demonstrated design achieves this goal in tens of nanoseconds. 

In many cases, this delay is the same order of magnitude as the propagation delay induced by the 

transmission media, and can be simply modeled by a longer cable. 

Past hardware fault injection methods have included bombarding the integrated circuit (IC) with heavy ions 

[Kar94] and designing fixtures to insert into a socket for pin-level fault-injection [Arl89], [Mad94]. While 

these methods are useful in evaluating the fault tolerance of a system, some are not synchronous with the 

target system, some may cause catastrophic effects (latch-up), and all lack the ability to intercept and 

retransmit data at a later time after an arbitrary amount of data has been analyzed.  The proposed injector 

introduces a non-critical delay comparable to that caused by cables, allowing previously inaccessible 

portions of the system to be monitored.  These include hardware-generated control signals and hardware-

generated cyclic redundancy codes (CRC) for protecting data during transmission over the network. Finally, 

the system-level impact of faults can be evaluated in an automated fashion employing the proposed fault 

injection hardware and an external management and control framework, such as one provided by the network 

fault-tolerance and performance evaluator (NFTAPE) [Sto00].  

The described system has advantages over past fault injection techniques including its ability to fully 

synchronize with the target system and to be transparent to the target system (except for a small latency).   
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As with any hardware injector, there is a level of inflexibility in applying it to different networks.  However, 

the core FPGA design is general, and its use on a different network would only require the redesign of the 

network interface logic1.  Within the limitations of the printed circuit board (PCB), more than one interface 

can be accommodated on the same board.  For example, the current board has interfaces for Myrinet and 

FibreChannel.  In this paper we demonstrate its capabilities on a Myrinet network. 

We also discuss a fault injection campaign on a Myrinet network, which makes use of the new capabilities 

described in this paper.  The campaign looks at previously inaccessible control symbols and messages at the 

physical layer.  Using a realistic fault model – bit errors in transmission – we examine the effect on network 

performance. 

2. RELATED WORK 

Traditional hardware fault injection techniques can be divided into several categories: pin-level, heavy ion 

radiation, laser fault injection (LFI), power supply disturbances, electromagnetic interference (EMI), and 

built-in scan chain logic. A discussion of key characteristics of these techniques (e.g., level of intrusiveness 

to the target system, necessity of physical contact with the target system) can be found in [Hsu97].  

We further divide pin-level fault injection into two categories: (1) injection at the signal-level and (2) 

injection via signal interception. While both techniques function at the pin level, they exhibit unique 

capabilities, as outlined below, that are crucial when targeting/dealing with high-speed signaling, including 

high-speed networks. 

In comparison, software-implemented fault injection (SWIFI) technologies mimic faulty behavior by 

corrupting a wide variety of memory elements accessible to the operating system and to applications.  

However, it is common that signals, such as backplane traces and network cabling, are not accessible to 

SWIFI.  This is the area where extra hardware becomes necessary. Consequently, to achieve better 

characterization of the fault tolerance of complex systems, it is desirable to employ SWIFI and hardware 

fault injection in tandem, each allowing the evaluation of parts of the system that are inaccessible to the 

other.  More detailed discussions on various software-based techniques can be found in [Mad00] and [Iye96]. 

Pin-level fault injection at signal level. Injection at the signal level represents a subset of pin-level fault 

injection technique that does not partition the signal to be injected into multiple signals. The signal to be 

injected is connected to the fault injection hardware through a probe, test fixture, or existing bus entry point 

                                                
1 We are currently working on a second generation device that abstracts the interface logic away from the injector logic 
and allows much more flexibility in this regard. 
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(e.g., SBUS connector [Kan95]) without physically disconnecting the device under test (DUT) from the 

system.  

MESSALINE [Arl89] applied faults (e.g., stuck-at and low-voltage faults) to the system through multi-pin 

probes. A hybrid fault/error injector developed as an extension of FERARRI [Kan92] is an advanced form of 

the signal-level fault injection method that combines SWIFI with hardware injection. Using FPGAs to inject 

faults, this approach is able to inject transient errors (logic zero or logic one) down to 21 ns in duration (on 

SUN4, SPARC 1, SBUS).  

With signal-level hardware fault injection, it is often difficult to determine whether the injected fault actually 

caused an error (e.g., forcing logic one on a line that was already at logic one).  It is also difficult to 

synchronize the injector with buses operating in high speeds (the bus speed past 100 MHz). If a device is 

simply probing the signals on a bus for a particular condition, by the time the condition is detected, the faults 

are forced, and the fault effects are propagated, the receiving devices may have already latched the correct 

data.  

Pin-level fault injection by signal interception. A second subset of pin-level fault injection, fault injection by 

signal interception actually partitions the system into separate regions by physically inserting the fault 

injector into the paths of the signal to be injected. This makes it easy to ensure that errors are manifest on the 

signals being injected since the hardware can observe the incoming signals before applying faults to the 

output. Even high-speed signals are modifiable with this technique.   

MESSALINE [Arl89] also demonstrated the ability to isolate the DUT from the system by placing it in a 

external box where transistor switches ensure that signals are sensed and injected as appropriate. AFIT 

[Mar99] uses a modularized design to accomplish pin-level signal interception, and can inject faults at 40 

MHZ.  RIFLE [Mad94] is a fault injector that monitors the memory accesses of a processor, and uses those 

accesses to trigger pin-level faults at the processor pins.  RIFL is capable of determining whether the injected 

fault caused an error that was not discarded by the target DUT (in this case, a processor). Faults that can be 

injected include stuck-at, inversion, bridging, and open circuit on any combination of CPU pins.  

The disadvantages of fault injection by signal interception lie in the inherent need to place hardware between 

the DUT and the system. The delay induced by inserting hardware in timing-critical paths may prohibit its 

use in certain applications.  

Fault injection using built-in logic. Built-in logic designed to enhance testability can be used to inject faults 

into the internals of a chip. In [Fol98], the Thor microprocessor’s error detection mechanisms were tested 

using built-in scan chain logic employing a tool called FIMBUL (fault injection and monitoring using built-

in logic). Work at IBM [Mer92] also made use of built-in fault injection in the design of the ES/9000.  
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Although this is the only contact method that allows injection of internal faults, fault models supported are 

limited, as most test logic requires that the system be put into “ test mode.”  Therefore, implementing stuck-at 

and bridging faults may be impossible and will at least require entering test mode or scanning after each 

clock cycle. 

Other hardware-based fault injection methods. Radiation sources are capable of inducing single-event upsets 

(SEUs) on exposed ICs and have been used to inject faults in target systems [Kar94], [Kar97], [Mir95].  This 

technique recreates conditions observed in space [Nei94] and aerospace [Har93] environments by ion strikes.   

However, current methods are unable to precisely locate injected faults, or synchronize them with particular 

system events.  Power supply fault injection attempts to mimic the effects of any transients on the power bus 

of a circuit or system [Mir95].  Normal operation of the system is likely to generate varying levels of current 

demands, and power supply injection effectively simulates any worst-case current demands that the system 

might endure. Laser fault injection (LFI) has emerged as a preferred contactless method of inducing SEUs in 

semiconductor circuits. In this approach, the laser beam mimics the effects of heavy-ion radiation [Gos92], 

[Sam97], [Sam98]. The amount of energy injected can be finely controlled, but LFI still suffers the inability 

to synchronize with particular events in the target system unless the events are speculated. This may be 

insufficient for analyzing large systems whose behavior is not deterministic (such as NOWs) and which 

require non-speculative synchronization.  

Each physical fault-injection technique has advantages and disadvantages, each stemming from trade-offs in 

fault controllability, intrusiveness, and the ability to mimic real-world phenomena. 

3. IMPLEMENTATION OF THE FAULT INJECTOR 

 

This section discusses fault models, architecture, and implementation of a reconfigurable hardware device 

whose primary function is to support the injection of controlled (in time and space), synchronous faults in 

high-speed networks. The purpose is network failure characterization.  

3.1. Fault Models Realized by the Design 

An inherit limitation of using heavy ion radiation, laser fault injection (LFI), and certain pin-level fault 

injectors is the difficulty of synchronizing the time at which a fault is injected with the data being tested. This 

is especially true when data is being transmitted at high speeds and the propagation delay induced by probes 

or fixtures is large enough to allow several bits of data pass. The target networks evaluated here, Myrinet and 

Fibre Channel, exhibit speeds of several Gb/s. As a result, several bytes of data are always in transit. This 

data may be already received at the destination by the time an external injector can determine the occurrence 
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of the data pattern that triggers fault injection.  By contrast a device which is inserted in the data path can 

provide synchronization with the rest of the system.  

While random fault injection is imperative for characterizing the overall behavior of a system, it is also 

necessary to place faults in strategic locations for failure analysis/characterization.  For example, evaluation 

of a protocol designed to protect against a particular, rather rare, or even malicious type of fault requires fault 

injection to be synchronized with the data transmitted over the network. Such synchronization guarantees 

precise identification of causes of observed problems. Inserting the fault injector in the data path enables 

injection of both random faults and faults synchronized with the transmitted data.  The proposed fault 

injector has a complete view of the local state of the network and can isolate the exact bit to be injected from 

surrounding bits.  This also allows us to inject the same fault repeatedly with exact precision.  

The disadvantages of using signal interception to perform fault injections have stemmed from the inherent 

need to place hardware between the DUT and the system.  The delay introduced by inserting hardware in 

time-sensitive critical paths has prohibited its use in certain applications.  The device described in this paper 

can operate at sufficiently high speeds that its delay is negligible compared to the propagation delay induced 

by the transmission media when operating on a Myrinet data stream running at 1.28 Gb/s.  This solution 

overcomes many of the problems traditionally associated with signal interception, and allows us to take full 

advantage of its benefits.   

The core logic of the fault injector can be configured to iterate through any number of faults including: 

• Random faults causing bit flip errors for system availability and fault tolerance characterization 

under SEU conditions  

• Low level data-link layer faults (such as control-flow errors) inaccessible to SWIFI 

• Control information (routing information, connectivity pings) used by the network hardware 

• Faults above the OSI network layer, such as memory faults. These injections have traditionally used 

SWIFI (e.g. [Kal99]). 

3.2. Fault Injector Architecture and Capabilities  

The injector was first implemented in VHDL, and the synthesized hardware was uploaded into an FPGA. 

With advances in FPGA technology, it is possible to place the FPGA in the data path while still meeting 

timing constraints. The injector can function on standard interfaces because commercially available physical 

interface chips (PHYs) are used as transceivers. Two transceivers are necessary because the transmitted data 

must be intercepted on one network segment and retransmitted with the desired faults inserted on the 

opposite segment.  
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The reconfigurable hardware is in the data path, enabling functionality limited only by the size of the FPGA 

and the capabilities of the PHYs.  In addition to fault injection, the device facilitates data monitoring, 

advanced triggering mechanisms, and statistics gathering.  

Data monitoring. The FPGA can be programmed to keep the bytes surrounding the fault injection event, thus 

giving the user sufficient dynamic state information about the environment in which the fault injection was 

performed. The capability to recognize packet headers and footers allows for selective storing of data before 

and after the injection. Information that is only accessible on the data-link layer (e.g., device chatter to set up 

routing tables) can also be monitored. 

Real-time triggering mechanism. The FPGA uses a local state-based trigger to look for a particular pattern in 

the header of a packet and inject a random fault in the payload while recalculating the correct CRC value to 

transmit immediately before the end-of-frame (EOF) character.  

Statistics gathering. The architecture has full access to the data path, so the FPGA can gather statistics about 

the fault injection campaign. For instance, data-link packet data such as source and destination identifier 

numbers can be monitored, with counters incremented for each packet seen with these identifiers. This can 

be very useful if a slow communication link is used. 

The key characteristics of the fault injector design include:  

• A large FPGA (the design is scalable from 400k to 1M gates) allows for flexible design.  

• COTS transceivers enable internal operation on standard CMOS levels regardless of voltage levels 

used on the network level. 

• The triggering hardware is directly in the network data path.  There it can trigger on specific data 

patterns seen on the network in real time.  

• The injector can be reconfigured by an external system at any time through the RS-232 interface 

(i.e., the FPGA can be reprogrammed while inserted in the network), allowing support for any 

combination of fault modes including bit flip, forcing zero, and forcing one. 

3.3. FPGA Software Design 

Figure 1 provides a block diagram of the functional components of the fault injector. The architecture 

supports bi-directional fault injection: where data can be corrupted in both “ left going” data and “ right 

going” data.  Note that the universal asynchronous receiver/transmitter (UART) used to support serial 

communication channels between the device and an external system is off-loaded to a separate chip. This 
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simplifies the design and enables conservation of I/Os in the FPGA. Entities depicted in Figure 1 perform the 

following functions. 

 

Figure 1: Functional Components of the Fault Injector 

SPI (serial peripheral interface). SPI serializes the data for transmission to the UART and converts the 

received data into parallel form to be accessible by the communication handler.  

Communications handler. The communications handler configures the UART on boot-up and handles any 

interrupts coming from the UART or the internal logic. This entity assembles data in the 16-bit SPI protocol 

format from 8-bit ASCII codes received from the output generator. Data in the payload is stripped from 

incoming packets and applied to the command decoder. 

Command decoder. The command decoder is a large finite-state machine (FSM), which receives data from 

the communication handler and applies configuration information to the injector circuitry. It also generates 

error and acknowledgment signals that are interpreted by the output generator for configuration feedback. 

Output generator. The output generator is another FSM that generates ASCII codes for transmission over the 

serial link.  
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Dual port RAM. Standard RAM architecture used to provide storage for the first-in-first-out (FIFO) injector 

elements2. 

FIFO injector. The actual fault injection is performed by the FIFO injector, which also provides the data path 

through the injector. A two-phase operation is required to push data into and out of a FIFO structure, to 

perform the compare operation, and to modify data in the FIFO if either the data meets injection criteria or a 

forced injection is desired. On the first clock cycle (Figure 2), the data is both read and pushed onto the FIFO 

stack. If data in the FIFO has been injected and is ready to be output to the Myrinet network, it is read and 

applied to the output circuitry.  The incoming 32-bit data stream is also shifted into the compare registers, 

whose concurrent logic starts the compare operation.  On the second clock cycle (Figure 3), the result of the 

compare operation is available, and if any data needs to be corrupted, it will be overwritten in the FIFO.  

 

Figure 2: Odd Clock Operation (FIFO push and pull) 

 

Figure 3: Even Clock Operation (inject Data in FIFO) 

Injector Control Inputs.  All inject circuitry is programmed into the FPGA [Flo00].  As data is decoded by 

the command decoder, configuration information is sent to the injector. The injector control inputs depicted 
                                                
2 These entities are available on-chip in many commercial FPGAs, including Xilinx Spartan and Virtex series parts. RAM can be also 
reconfigured to support external SRAM or dynamic random access memory (DRAM) if necessary. 
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in Figure 3 allow the user to provide necessary information to perform the injections.  They have the 

following functions: 

Match mode.  The match mode has three states: on, off, and once. The on state enables the trigger (the Inject 

Now signal in Figure 3) to function normally, and the off state disables the trigger. The once state simply 

instructs the compare logic to trigger on the first match it comes across and to ignore all subsequent matches. 

This mode is useful if the user wants to inject only one controlled, synchronous error and study its effects 

over a relatively long time or if the user wants to receive injection environment information over the slower 

serial line for analysis while making sure that no more errors are injected during this time. 

Compare data. Incoming data is compared with the compare data (bit-wise XOR) operation. The trigger line 

is asserted if they all match. 

Compare mask. The compare mask enables the use of “don't care” bits. The mask is applied to the result of 

the compare data operation. As a consequence, not all bits in the compare data have to match for the trigger 

line to be asserted.  

Corrupt mode. Corrupt mode has two options: toggle and replace. In toggle mode, the bits of the corrupt 

data vector are toggled, i.e., errors in the data stream correspond to the bit positions in logic one of the 

corrupt data vector. In replace mode, the correct data is replaced by the data in the corrupt data vector. This 

can be done while applying the corrupt mask vector and allowing only selected bits of the corrupt data 

vector to replace the correct data; other bits pass unchanged.  

Corrupt data. Outgoing data is either replaced or toggled using the corrupt data vector.  

Corrupt mask. When the corrupt mode is replace, the corrupt mask is applied to the outgoing data, allowing 

desired bits of the corrupt data vector to replace the correct data and the remaining bits to pass unchanged. 

Inject now. When the inject now signal is asserted, the current injection configuration is exercised on one 32-

bit segment during the next even clock cycle. 

Typical Injection Scenario.  In a typical fault injection campaign, the user uploads a series of commands to 

the Command Decoder via a standard serial interface.  Assume that these commands instruct the Injector 

Entity to match the data stream 0x1818, and replace it with 0x1918.  Upon receiving these commands, the 

state machine of the Injector notifies the Injector Entity to begin snooping for the string 0x1818.  The 

network data arriving at the physical interface are passed to the Injector Entity where they enter the circular 

queue shown in Figure 3.  Each contiguous 32-bit string would be checked to see if it contained the 16 bits 

0x1818.  (By using the mask commands, we can specify any arbitrary number of bits between 0 and 32).  If 

no match is detected, the data exits the queue and is placed on the opposite physical interface, where it 
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continued unhindered to its destination.  When a match is found, the state machine instructs the Injector to 

insert the previously uploaded replacement data (0x1918) in the data stream in place of the victim string.  

This process can be configured to run only once, on the first match, or it can be run on every match of the 

data.  Because the injector is bi-directional, the injector can execute different and independent commands on 

data traveling in different directions.  This grants even more flexibility in designing a fault injection 

campaign. 

3.4. Hardware Design 

Figure  depicts PCB layout of the fault injector. The first task in the hardware design was to determine how 

many I/Os would be needed to support the two target networks, Myrinet SAN and Fibre Channel3. Based on 

this the appropriate FPGA package could be chosen. Given that the FPGA will connect to the devices as 

shown in Figure 4 we determined I/O requirements for individual devices on the board, including UART, the 

two pairs of transceivers (MyriPHY and FCPHY for Myrinet and Fibre Channel, respectively), JTAG port 

(used to load configuration data into FPGA), and SDRAM. 

The external memory is large enough to hold a significant amount of network traffic (for later transmission 

and analysis) and has the bandwidth to accept at least one of the target network streams (roughly 1 Gb/s). 

SDRAM (synchronous dynamic random access memory) running at 125 MHz was chosen to meet 

bandwidth, voltage, complexity, and size requirements. With the information on which and how many 

devices were to be supported, the general layout of the PCB was drawn. 

 

Figure 4: PCB Layout of the Fault Injector 

The analysis of design requirements (e.g., provide enough speed to use the external memory) dictated that a 

Xilinx Virtex series FPGA is an ideal device for this application. Devices of this class meet our design 

                                                
3 In order to change the interface logic, only the PHY chips shown in Figure 4 would need to be redesigned.  The 
injection logic is general and not customized to any one network. 
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constraints because they offer a clock speed up to 200 MHz, sufficient amount of on-board RAM, a sufficient 

number of I/Os, and up to one million system gates.  

The next step was to perform synthesis of the VHDL for the Virtex technology (the functional components of 

the synthesized software are presented in Figure 1). A summary of the synthesis results is presented in Table 

1. The totals were calculated assuming that two instances of the FIFO injector were needed.  

Entity Gates Function Generators Multiplexors D Flip-Flops 
CLck_gen 10 15 1 11 
Comm 94 100 9 31 
Inst_dec 259 275 17 286 
Out_gen 78 80 0 15 
SPI 66 69 6 42 
FIFO_Inject 1768 1800 350 788 
Total 2275 2339 383 1173 

Table 1: Synthesis Results of FPGA Code 

PCB design. A dedicated PCB was designed and manufactured to build a prototype of the proposed 

architecture. The complexity imposed by the BGA (ball grid array [IPC96]) packages forced the use of at 

least a six-layer board given today’s manufacturing capabilities [Lau95]. The board was too dense to be 

handled by automatic routing algorithms, so the entire design had to be hand routed. After the hardware 

components are mounted onto the PCB (using a process called “ reflow”), it is impossible to probe the pins 

for shorts or opens unless a dog-bone structure based on [Eva97] is used, allowing the probing of signals 

from the opposite side of the PCB. For this reason, signals are routed so to facilitate testing of the final PCB. 

More details on the final hardware design and the design diagrams can be found in [Flo00]. 

3.5. Demonstration of the Fault Injector 

Two fault injectors were manufactured according to the design outline in the previous sections4.  A picture of 

the fully operational hardware fault injector is presented in Figure 5.  

 

                                                
4 Six PCB boards were manufactured, however only two boards were fully assembled to facilitate testing and validation of the 
prototype design. 
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Figure 5: Assembled Fault Injector 

In the current version, the injector operates within Myrinet LAN. After verifying the ability of the injector to 

communicate (i.e., accept commands) via a serial interface with the external system, the performance impact 

of the fault injector in pass-through mode was evaluated. 

Both Myrinet control and data packets were transferred seamlessly through the device. This allowed the 

device to be transparent to the network structure, as routes are correctly mapped through in both directions. 

The fault injector caused no observable impact on the data transfer rate.  Data passed through the fault 

injector at the same rate it would have if the fault injector had not been in the data path. 

Measurements of the latency introduced were taken by a standard ping-pong packet-sending technique.  

Table 2 shows data gathered for the latency calculations.  One million small user datagram protocol (UDP) 

packets were sent per side, with each side waiting for the other’s packet before sending a packet. The data 

indicates that the latency lies somewhere between 75 and 1400 ns.  The uncertainty is likely due to the small 

size of the added latency: the actual latency interval is getting lost in the granularity caused by the computer’s 

interrupt handler.  Therefore, this data should be used only to provide a general idea as to added latency5.   

                                                
5 The latency depends greatly on the VHDL designer’s ability to meet timing constraints without pipelining the inject logic 
excessively.  The current VHDL code pipelines the inject operation for three clock cycles but keeps a few more 32-bit segments in 
the FIFO before sending it.  At a data rate of 640 Mb/s, this translates to about a 250-ns latency.  Add to this the latency caused by 
the extra 1m of cable (which is negligible) and the Myricom FI3 chips (which is unknown), and this would be the true latency. 
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 Average time per packet 
without fault injector in the 
data path [ns] 

Average time per packet 
with fault injector in the 
date path [ns] 

Added latency per 
packet [ns] 

Experiment 1 235213 235926 713 

Experiment 2 235805 235730 75 

Experiment 3 235220 236107 887 

Experiment 4 234973 236380 1407 

Experiment 5 235426 236134 708 

Table 2: Latency Measurements. Each experiment passed two million small  
UDP packets in ping-pong fashion. 

4. MYRINET FAULT INJECTION CAMPAIGN 

4.1. Experimental Setup 

After the fault injector was tested and its operation confirmed, we ran a fault injection campaign on a 

Myrinet network.  This campaign had two goals: first, to exercise the fault injector in a useful scenario, and 

second, to provide some insight into the response of a Myrinet network to low-level faults, especially in its 

control and routing logic.  We first describe the salient details of the Myrinet technology, and the test-bed 

network that was used. 

Myrinet.  The Myrinet network is designed around packet switching and communication technology used in 

massively parallel processors [Bod95]. It connects hosts and switches of arbitrary topology with point-to-

point, full-duplex links.  

Packets are routed with relative addressing. At each switch, the first byte of the header designates the 

outgoing port. Once the packet is routed, the byte used by the current switch is stripped off. The source route 

component of the header packet is sequentially consumed en route to the destination. After each byte is 

removed, the trailing CRC-8 is recomputed. Thus, a Myrinet packet consisted of an arbitrarily long source 

route, a 4-byte packet type, an arbitrarily long payload, and a single byte of CRC. This packet structure is 

illustrated in Figure 6.  
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Fig. 6: Illustration of a Myrinet packet 

The Myrinet host interface is connected to the host I/O bus, and views it as an external device. The interface 

also contains a 32-bit SRAM chip that holds the Myrinet Control Program (MCP). The MCP is responsible 

for sending messages between the network and the host. Each MCP on a network is given a unique 64-bit 

address, and the MCP with the highest address is responsible for mapping the network, a process which is 

performed once every second.  

Network mapping is done by first sending a scout message to all other ports of the switch which the mapping 

node connects to. If the mapper does not receive a response from a port, it assumes there is another switch, 

and sends a second scout message thus configured. This is done recursively until the entire network is 

mapped.  

A Myrinet channel uses control symbols, interleaved with standard data, in order to perform various 

"maintenance" tasks like packet framing and flow control. These control symbols are distinguished from data 

by a Data/Control bit separate from the 8-bit data path. This D/C bit is 1 for data, and 0 for control symbols.  
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Fig. 7: Myrinet interface design (from www.myri.com) 

Packets are separated by a GAP control symbol, which tells the Myrinet interface that the previous packet 

was a packet tail, and that the next data packet will be the head of a new packet. There can be any positive 

number of GAP packets between data packets. However, GAP packets are not allowed to appear within 

packets. Fig. 8 illustrates an example of a packet stream, including control symbols.  

 

 

Fig. 8: Myrinet packet stream, including control symbols 

Flow control is managed by a slack buffer, as shown in Fig. 9 below. When it reaches the high water mark, 

the buffer generates a STOP control symbol. Correspondingly, it generates a GO symbol upon reaching the 

low water mark.  

 

 

Fig. 9: Myrinet slack buffer design 
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Test-bed network setup.  Fault injections were performed on a three-node network consisting of one PC 

(with a 200MHz Pentium Pro processor) running a 2.0.36 Linux kernel and two SUN UltraSPARC 

workstations (each with a 170MHz UltraSPARC processor), and an 8-port Myrinet switch. Each node had a 

1.2+1.2 Gbps host interface card installed.  

 

Fig. 10: Topography of the test-bed network 

4.2. Fault injection targets 

The key objective of the error injection experiments was to study the Myrinet LAN in the presence of several 

types of errors, especially those that are difficult to replicate using traditional software-based techniques.  We 

use the fault injector’s ability to determine the exact local state of the network to inject precise bit flips into 

the control logic of the Myrinet.  In this campaign specifically, the fault injection focuses on the impact of 

faults in the hardware-generated control packets that are inaccessible to software-based injectors. The goal 

was to determine what types of errors propagate from such faults, and to determine the effects of transient 

faults in the system.  

The fault injection campaign focused on three main fault categories: 1) corruption of Myrinet control 

symbols via precise bit flips, 2) corruption of Myrinet control packets used by the network hardware, and 3) 

low level data-link layer faults resulting in the corruption of physical addresses.  We also verified the 

performance of the fault injector by looking at UDP packet corruption.  

Myrinet control symbols are generated by the network interface, and are not seen by software running at a 

higher level.  Myrinet control packets are sent along the normal 8-bit data path, and are used mainly to 

configure the network.  Because these packets are also generated by the Myrinet interface, they are 

inaccessible to normal software injection techniques.  Address corruption, on the other hand, can be 

simulated with software, but it is more difficult, and we believe a hardware-based campaign like that 
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discussed in this paper provides a simpler and more accurate result.  UDP packet corruption, of course, is 

easily simulated at higher levels.  

Network loads were simulated using a simple UDP packet generation program, running concurrently with the 

standard Unix ping program with the flood option to generate a large amount of traffic.  The status of the 

network and the associated information (like routing tables and control registers) were monitored with the 

Myrinet monitoring program mmon.  

To ensure the repeatability of the experiments, each campaign began with the network in a known good state, 

in which all routing information was correct and every node was correctly participating in the network.  

4.3. Results 

4.3.1. Myrinet Control Symbol Corruption 

The goal of the experiment was to test the response of the Myrinet control logic to errors in the GAP, GO, 

and STOP control symbols. Specifically, can errors in flow control logic cause underflows and overflows in 

the slack buffer?  Because the injector can represent and respond to the precise local state of the network, we 

are able to intercept and corrupt these symbols in real time. 

It should be noted, however, that the control symbols are implemented so that there is a Hamming distance of 

at least two between any two control symbols. (STOP is represented as 0x0F, GO as 0x03 and GAP as 

0x0C). Additionally, symbols that suffer single 1 to 0 faults will still be detected correctly -- for example, 

0x08 will still be recognized as STOP, while 0x02 will be interpreted as GO. This means that the control 

symbols are well-protected against many simple errors.  However, burst errors will still corrupt control 

symbols, and this campaign looks at those cases. 

For the control symbols GAP, GO, and STOP, a fault injection campaign was conducted detailing the 

corruption from one control symbol to another. We noticed an average throughput reduction of around 85%, 

as erroneous flow control symbols caused, for example, empty buffers to issue STOP commands. 

Additionally, about 10% of the data packets that were sent during these campaigns were lost, because of 

buffer overflows and misinterpretation of packet tails and headers.  

Corruption of GO and STOP symbols.  The Myrinet can recover from corrupted GO and STOP symbols by 

its short-period timeout counter. The timeout counter is set to 16 character periods (at 80MB/s, a character 

period is roughly 12.5ns). If a symbol is received, the counter is reset. If the counter times out, the sender 
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transitions itself to the GO stage. Thus, if the sender has been placed in the STOP state because it received an 

erroneous STOP symbol, it will recover fairly quickly by acting as if it received a GO symbol. However, we 

observed faulty STOP conditions to cause a significant decrease in network performance -- in one test run, 

the test program received 5038 messages in a one minute period, a decrease of almost 90% from the 48000 

messages received under normal conditions.  

Corruption of GAP symbols.  Errors in GAP symbols are especially interesting. In general, a Myrinet uses 

destination blocking when the channel is occupied by another packet, or if there is a deadlock caused by 

misaddressed packets. However, source blocking can occur if the packet-terminating GAP symbol is not 

transmitted or is lost in transmission. In this event, the path followed by the packet will remain occupied 

since it is normally reclaimed with the terminating GAP. The network will recover from this occurance with 

a long-period timeout, which occurs after roughly four million character tranmission periods (~50ms at a 

data rate of 80MB/s). The sending host will then terminate the packet and consume the remainder of the 

unsent packet. This timeout process causes the throughput of the network to drop significantly when faults 

are injected into the control stream, to around 12% of the normal throughput.  

The results for all of the control symbol injections are summarized in Table 4.  The Mask denotes the control 

symbol that was corrupted, and the Replacement is the control symbol that it was corrupted to be. During all 

of these runs, the network was operating at full capacity and every node was running a message-sending 

program. 

The messages were UDP packets designed in such a way that the symbol mask we corrupted did not appear 

in the message itself. For example, while searching for 0x0F (STOP), there were no occurrences of 0x0F in 

the message body itself. Thus, we can be certain that any dropped packets are the result of errors in the 

control symbols, and not in the data packets themselves. A packet was reported as received if it was received 

correctly by the application, with no errors and a correct CRC.  
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Table 4: Results of control symbol corruption campaign 

Mask Replacement Messages sent Messages received Loss rate 

STOP IDLE 4064 3705 8% 

STOP GAP 4092 3445 15% 

STOP GO 4015 3694 7% 

GAP GO 3132 2785 11% 

GAP IDLE 3378 3022 11% 

GAP STOP 3983 3607 9% 

GO IDLE 2564 2199 14% 

GO GAP 3483 3108 10% 

GO STOP 3720 3322 10% 

4.3.2. Myrinet Packet Type Corruption 

Myrinet packet types are determined by a four byte subsection of the packet header. Because Myrinet packet 

headers are appended to packets by the network hardware, they are not normally accessible to higher-level 

techniques.  Although most packet types are reserved for relatively obscure protocols (the Myrinet website 

contains a complete list), we looked at three of particular interest.  

Mapping packet corruption.  First, we examined the behavior of a corrupted mapping packet header. 

Mapping packets are designated with the 16-bit hexadecimal string 0005.  This string was corrupted to read 

000x, where x is a random value. A node that receives the corrupted packet is removed from the network. 

A node the replies to a mapping query with a corrupted packet is also removed from the network.  This 

occurs because in both cases the mapper does not detect a response to the mapping packet, and updates the 

routing tables accordingly.  The node will remain out of the network until the next mapping packet is 

received. This can cause a significant performance hit in a high-speed network where hundreds of megabytes 

are transmitted every second.  

Data packet corruption.  The network response to corrupted data packet headers (0004) was also examined. 

In this case, the data packets are dropped by the receiving node and not recognized as data packets. The 

internal network structures, such as the routing table, remain unchanged after this failure, since they are not 

developed by the results of data packet transmission, and are not affected by data packet transmission 

failures.  
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Source route corruption.  The beginning of each Myrinet header contains the routing information for the next 

link of the journey. If the packet is being routed to a switch, the MSB must be one. When the packet expects 

to reach its destination, the MSB must be zero.  If the packet reaches a destination interface with the MSB set 

to one, the Myrinet standard specifies that the packet be "consumed and handled as an error". This assertion 

was tested by setting the MSB to one when packets arrived at the target interface. The interface was observed 

to drop these packets without incident, and without causing delays or other errors on the target node.  

Other errors were also injected into the routing subsection, directing packets to the wrong ports on the 

switch, or directing them to the wrong host interface. These errors resulted in the expected packet losses, but 

none of the packets were accepted by the incorrect nodes. No bad data was passed on to a higher level, and 

there was no error propagation.  

4.3.3. Physical Address Corruption 

We also looked at the impact of data-link layer faults which result in the corruption of the physical addresses 

themselves, which are 48-bit Ethernet addresses corresponding to individual Myrinet ports.  

Destination corruption.  One error campaign looked at the network response to bad addressing. In the 

targeted packets, we replaced the destination address with the address of another node on the network. We 

observed that the packets were dropped, and not received by either the intended destination node or the 

erroneously specified node. This is a result of the incorrect CRC-8 included in the Myrinet packets.  

Sender’s address corruption.  In a second experiment, the target node’s own address was corrupted to match 

the address of another node on the network. The node became unreachable to all Ethernet-based network 

traffic, because the node drops incoming packets that are misaddressed. Since the node doesn’t see its own 

address, it drops all packets as being misaddressed. However, the node still responds correctly to mapping 

packets and the routing information concerning the node remained unchanged. This works because the 

network map is developed using relative destination ports, instead of unique addresses like Ethernet 

provides.  

Address corrupted to match address of controller.  Most interesting is the case when a node’s address is 

corrupted to match the address of the controller (i.e. the node in charge of network mapping). This causes the 

routing table to become badly corrupted.  Figure 11 shows the network map in a normal state, and after the 

routing table error.  The controller is confused by the appearance of what it believes is another controller, and 

is unable to generate a consistent map.  Each attempt to resolve the network fails in an apparently random 
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fashion, and although the faulty map was not static, each subsequent mapping attempt resulted in a similarly 

damaged map.   

 

Fig. 11: network before and after address corruption 

Address corruption to a non-existent address.  Another error mode occurs when a node’s address is corrupted 

into a non-existent address. In this case, packets in transition are dropped, and the routing table is updated 

with the new information. This is the expected Myrinet response, since it is analogous to removing a 

computer and replacing it with another.  

4.3.4. UDP Address Corruption 

The fault injector can also emulate faults at higher network levels.  We ran a fault injection campaign that 

looked at UDP packet corruption. Since UDP uses a 16-bit one’s complement checksum, corrupt packets 

should be detected and dropped by the UDP layer. However, if the fault if manifested in a way that also 

satisfies the checksum, the incorrect packet should be passed through. Because the checksum is 16 bits, this 

can be done by swapping bits that are 16 bits apart.  

In our case, we corrupted a UDP packet consisting of the string "Have a lot of fun" to read instead "veHa a 

lot of fun". The checksum was unable to detect this, and the incorrect message was passed on to the sending 

application. When the corruption did not satisfy the checksum, the packets were dropped.  

This campaign also demonstrated the ability of the fault injector to examine various transmission protocols. 

Since the expected behavior was seen in all cases, we were able to conclude that the fault injector was indeed 

working as intended.  
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4.4. Discussion – Faults Considered Harmful 

The characterization of errors in hardware-generated control packets is an important consideration when 

designing new networking protocols and technologies. FPGA-based fault injectors like the one used in this 

study can provide useful insights into the behavior of networks under faults that would otherwise be difficult 

to simulate, for example using software-implemented fault-injection.  Specifically, the proposed design 

demonstrated the ability to perform a fault injection campaign on control information and other low level 

data-link layer faults, by using precisely determined bit flips and corruptions. 

The fault injector gave us the ability to examine the response of a high-speed Myrinet network to low-level 

control faults.  In general, the Myrinet network performed acceptably, especially for a design that is not built 

around fault-tolerance. Although many of the exhibited responses to faults are unexpected, the Myrinet 

protocols are able to handle these faults with only transient downtime. 

When considering a given design’s response to different faults, it may be helpful to consider a difference 

between a passive fault and an active fault. We consider a fault active if it passes incorrect data or results to a 

higher system level. Examples of an active fault would be the successful receipt of a message addressed to 

someone else, or an application crash to do control symbol corruption. On the other hand, we consider a fault 

to be passive if it puts the network into an unexpected and incorrect state, allowing the affected nodes to 

make bad decisions based on erroneous information. The routing table corruption discussed above is an 

example of a passive fault. Using this terminology, the faults observed in our injection campaigns were all 

passive. Data were dropped and lost, but not incorrectly passed on.   This may still be of concern to many 

distributed applications, such as Chameleon [Kal99], which provides a software-implemented fault-tolerance 

environment.  Chameleon contains application processes that block while waiting for certain messages.  If 

errors in the underlying Myrinet network cause a node to hang [Sto00], processes that require the services of 

a blocking process will block as well, causing correlated failures.  (Chameleon handles this situation by 

diagnosing a hang, and initiating its recovery protocol. [Whi01])   

5. Conclusions 

This paper presents a configurable architecture for performing data-link level network fault injection. The 

architecture is unique and enables synchronous injection on high-speed networks. The proposed architecture 

employs reconfigurable logic in the data path and therefore can support a multitude of configurations. The 

fault injection functionality was developed in hardware description language, synthesized, and simulated. A 

high-speed PCB was manufactured, assembled, and tested. 
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A fault injection campaign on a Myrinet network showed the versatility and usefulness of the device.  The 

campaign included a variety of faults inaccessible to traditional SWIFI, such as control packet faults.  The 

reconfigurable nature of the device provides flexibility to conduct a wide range of fault injection campaigns, 

as well as future research in testability, fault-tolerance, and other related fields. 

References 
[And95] Anderson T. E., D. E. Culler, D. A. Patterson, “A Case for NOW (networks of workstations),”  IEEE Micro, 
vol.15, no.1, 1995, pp.54-64. 

[ANS94] ANSI Standard X3.230:1994, “Fibre Channel - Physical and Signaling Interface (FC-PH), American National 
Standards Institute, New York, NY, 1994. 

[Arl89] Arlat J., Y. Crouzet, J. Laprie, “Fault Injection for Dependability Validation of Fault-Tolerant Computing 
Systems,”  Proc. 19th Int. Symp. on Fault-Tolerant Computing (FTCS-19), 1989, pp.348-355. 

[Bod95] Boden N., D. Cohen, R. Felderman, A. Kulawik, C. Seitz, J. Seizovic, W.-K. Su, “Myrinet: A Gigabit-per-
Second Local-Area Network,”  IEEE Micro, vol.15, no.1, 1995, pp.29-36. 

[Eva97] Evans R., M. Boulos, T. Huynh, G. Leonard, V. K. W. Sanches, M. Avery, D. Sward, D. Brown, “Ball Grid 
Array, MicroBGA, Chip Scale Packaging, and 0.4mm Ultra-Fine Pitch Implementation at U.S.Robotics,”  in SMTA 
National Symp. Emerging Technologies, Proc. of the Technical Program, Edina, MN, Surface Mount Technol. Assoc., 
1997, pp.141-165. 

[Flo00] Floering B., “An Adaptive Architecture for Network Based Fault Injection and Measurement,”  M.S. Thesis, 
University of Illinois at Urbana-Champaign, 2000. 

[Fol98] Folkesson P., S. Svensson, J. Karlsson, “Comparison of Simulation Based and Scan Chain Implemented Fault 
Injection,”  Proc. 28th Int. Symp. on Fault-Tolerant Computing (FTCS-28), 1998, pp.284-293. 

[Gos92] Gossett C., B. W. Hughlock, A. H. Johnston, “Laser Simulation of Single-Particle Effects,”  IEEE Trans. 
Nuclear Science, vol.39, no.6, 1992, 1647-1653. 

[Har93] Harboe-Sorenson R. and others, “Observation and Prediction of SEU in Hitachi SRAMs in Low Altitude Polar 
Orbits,”  IEEE Trans. Nuclear Science, vol.40, no.6, 1993, pp.1498-1504. 

[Hon96] Hong J.-H., S.-A. Hwang, C.-W. Wu, “An FPGA-Based Hardware Emulator for Fast Fault Emulation,”  
Midwest Symp. on Circuits and Systems, 1996, pp.345-348. 

[Hsu97] Hsueh M.-C., T. K. Tsai, R. K. Iyer, “Fault Injection Techniques and Tools,”  Computer, vol.30, no.4, 1997, 
pp.75-82. 

[IPC96] The Institute for Interconnecting and Packaging Electronic Circuits (IPC), “J-STD-013, Implementation of Ball 
Grid Array and Other High-Density Technology,”  Joint Industry Standard, Surface Mount Council, 1996. 

[Iye96] Iyer R. K., D. Tang, “Fault-Tolerant Computer System Design,”  Experimental Analysis of Computer System 
Dependability, D. K. Pradhan, Prentice Hall, 1996. 

[Kal99] Kalbarczyk Z., R. K. Iyer, S. Bagchi, K. Whisnant, “Chameleon: A Software Infrastructure for Adaptive Fault 
Tolerance,”  IEEE Trans. Parallel and Distributed Systems, vol.10, no.6, 1999, pp.560-579. 

[Kan92] Kanawati G. A., N. A. Kanawati, J. A. Abraham, “FERRARI: A Tool for the Validation of System 
Dependability Properties,”  in Proc. 22nd Int. Symp. on Fault-Tolerant Computing (FTCS-22),1992, pp.336-344. 

[Kan95] Kanawati N. A., G. A. Kanawati, J. Abraham, “Dependability Evolution using Hybrid Fault/Error Injection,”  
IEEE Int. Computer Performance and Dependability Symp. (IPDS'95), 1995, pp.224-233. 

[Kar94] Karlsson J., P. Liden, P. Dahlgren, R. Johansson, U. Gunneflo, “Using Heavy-Ion Radiation to Validate Fault-
Handling Mechanisms,”  IEEE Micro, vol.14, no.1, 1994, pp.8-23. 



 25

[Kar97] Karlsson J., P. Folkesson, J. Arlat, G. Leber, “Application of Three Physical Fault Injection Techniques to 
Experimental Assessment of the MARS Architecture,”  in Proc. 5th IFIP Int. Working Conf. Dependable Computing for 
Critical Applications (DCCA-5), 1997, pp.267-287. 

[Kog93] Koga R.,  and others, “Single-Word Multiple-Bit Upsets in Static Random Access Devices,”  IEEE Trans. 
Nuclear Science, vol.40, no.6, 1993, pp.1941-1946. 

[Lau95] Lau J.H., “Ball Grid Array Technology” , McGraw-Hill, Inc., New York, 1995. 

[Mad94] Madeira H., M. Rela, F. Moreira, J. G. Silva, “RIFLE: A General Purpose Pin-level Fault Injector, in Proc. 1st 
European Dependable Computing Conf. (EDCC-1), 1994, pp.199-216. 

[Mad00] Madeira H., D. Costa, M. Vieira.  “On the Emulation of Software Faults by Software Fault Injection” , 
Internatioal Conference on Dependable Networks and Systems, 2000, pp. 417-427. 

[Mar00] Martinez R.J., P.J Gil, G. Martin, C. Perez, J.J. Serrano, “Experimental validation of high-speed fault-tolerant 
systems using physical fault injection” , in Dependable Computing for Critical Applications 7, 1999, pp. 249-265.  

[Mas96] Massengill L. W., “Cosmic and Terrestrial Single-Effect Radiation Effects in Dynamic Random Access 
Memories,”  IEEE Trans. Nuclear Science, vol.43, no.2, 1996, pp.576-593. 

[Mer92]  Merenda A., E. Merenda, “Recovery/Serviceability System Test Improvements for the IBM ES/9000 520 
Based Models,”  Proc. of the 22nd International Symposium on Fault-Tolerant Computing, 1992.  pp 463-467. 

[Mir95] Miremadi G., J. Torin, “Evaluating Processor-Behavior and Three Error-Detection Mechanisms Using Physical 
Fault-Injection,”  IEEE Trans. on Reliability,  vol.44, no.3, 1995, pp.441-454. 

 [Nei94] Neill P.M.O., G. D. Badhwar, “Single Event Upsets for Space Shuttle Flights of New General Purpose 
Computer Memory Devices,”  IEEE Trans. Nuclear Science, vol.41, no.5, 1994, pp.1755-1764. 

[Sam97] Samson J.R., W. Moreno, F. Falquez, “Validating Fault Tolerant Designs Using Laser Fault Injection (LFI), in 
Proc. 1997 IEEE Int. Symp. on Defect and Fault Tolerance in VLSI Systems, 1997, pp.175-183. 

[Sam98] Samson J.R., W. Moreno, F. Falquez, “A Technique for Automated Validation of Fault Tolerant Designs 
Using Laser Fault Injection (LFI),”  Proc. 28th Int. Symp. on Fault-Tolerant Computing (FTCS-28), 1998, pp.162-167. 

[Sip00] Sipper M., and E. M. A. Ronald, “A New Species of Hardware,”  IEEE Spectrum, vol.37, no.3, 2000, pp.59-64. 

[Sto00] Stott D., B. Floering, D. Burke, Z. Kalbarczyk, R. K. Iyer, “NFTAPE: A Framework for Assessing 
Dependability in Distributed Systems with Lightweight Fault Injectors,”  IEEE Int. Computer Performance and 
Dependability Symp. (IPDS'00), 2000, pp.91-100. 

[Whi01] Whisnant K., R. Iyer, Z. Kalbarczyk, P. Jones.  “An experimental evaluation of a software-implemented fault 
tolerance environment for parallel scientific applications,”  pending technical report, University of Illinois, Urbana, IL 
2001. 

 [Xil00] Xilinx Inc., “GoAhead Software and Xilinx Deliver Complete Field Upgradeable Solution,”  2000, 
http://www.xilinx.com/prs_rls/goaheadxol.htm. 


