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Abstract. This paper proposes an application-transparent, 
low-overhead checkpointing strategy for maintaining consis-
tency of control structures in a commercial main memory 
database (MMDB) system, based on the ARMOR (Adaptive 
Reconfigurable Mobile Object of Reliability) infrastructure. 
Performance measurements and availability estimates show 
that the proposed checkpointing scheme significantly en-
hances database availability (an extra nine in improvement 
compared with major-recovery-based solutions) while incur-
ring only a small performance overhead (less than 2% in a 
typical workload of real applications). 

1 Introduction 
Main memory database (MMDB) systems store data perma-
nently in main memory, and applications can access the data 
directly [5].  This offers high-speed access to shared data for 
applications such as real-time bil ling, high-performance web 
servers, etc. However, it also makes database systems highly 
vulnerable to application errors/failures, as the database is 
directly mapped into the application’s address space.  
In addition to user data, the database maintains the control 
structures (e.g., lock/mutex tables and file tables) necessary 
for data operation. A database management system (DBMS)  
maintains data integrity, including recovery in the case of an 
error/failure of either applications or database services. How-
ever, the integrity of control structures is often not well main-
tained due to the less uniform interfaces to control structures 
(compared with those to user data). As a result, errors in con-
trol structures can become a major cause of system downtime 
and, hence, an availability bottleneck. 

In this paper, we propose and evaluate an application-
transparent, low-overhead checkpointing strategy for main-
taining the consistency of control structures in a commercial 
MMDB. The proposed solution is based on the ARMOR ar-
chitecture and an ARMOR runtime infrastructure [8], [18]. It 
eliminates (or significantly reduces) cases requiring database 
major recovery, a lengthy process that can take tens of sec-
onds and adversely impact availability. Importantly, the ap-
proach can be adapted relatively easily to other applications, 
and the ARMOR runtime support creates a foundation for 
providing system-wide error detection and recovery. This 
work makes the following contributions: 

• Introduction of a framework to provide support for 
checkpointing of MMDB control structures.  

• Design and implementation of two checkpointing algo-
rithms. (i) Incremental checkpointing: (a) At runtime, a 
post-transaction (upon transaction completion) state of 
the control structure(s) accessed by each write transac-
tion (an update of the control structures) is collected and 

merged with the current checkpoint. (b) At recovery time, 
the checkpoint is used directly to restore the correct state. 
(ii) Delta checkpointing: (a) At runtime, a pre-
transaction (before any updates occur) state of the con-
trol structure(s) accessed by a given transaction (both 
write or read-only) is preserved as a current checkpoint 
(delta). (b) At recovery time, the current state of control 
structures in the shared memory is merged with the delta 
checkpoint to restore the state. 

• Performance evaluation of the proposed checkpointing 
algorithms. The data show that for a rather harsh work-
load of 60% write transactions, the performance over-
head varies in the range of 1% to 10%, depending on the 
frequency of transactions.  

• Database availability estimation under different frequen-
cies of crashes that require major recovery. The data 
show that under the error rate of one crash per week, a 
checkpointing-based solution provides about five nines 
of availability, one nine more than the baseline system.  

2 Target System Overview  
Target system. The target system in this study is a comme r-
cial relational MMDB intended to support development of 
high-performance, fault-resilient applications requiring con-
current access to shared data [2], [3]. The process accessing 
the shared data can be either a client or a database service. A 
service is a process that performs functions to assist the 
proper processing of transactions. For example, the cleanup 
service detects failures of connected clients/services and per-
forms recovery (including launching major recoveries). 
In addition to supporting user data, the database supports 
control structures (SysDB) necessary for correct operation. 
Figure 1 depicts the example architecture of SysDB  contain-
ing three tables: (i) the process table, which maintains proc-
ess ids and mutex lists for each process as well as information 
on database mapping into the process address space, (ii) the 
transaction table, which maintains logs and locks for active 
transactions, and (iii) the file table, which keeps user database 
files. Each client/service process maps SysDB into its own 
address space before accessing the database. 
Reliability problem. The error model we address in this paper 
is the inconsistency of control structures due to the abnormal 
termination (crash) of one of the clients  or services1. Upon 
such a crash, the target system denies services to all other 
user processes and restarts the entire database system; this is 
a major recovery. It may take tens of seconds, depending on 

                                                                 
1 In the current implementation, we do not detect silent corruption of data, 
i.e., incorrect data being written to the dat abase.  



the size of the data files, and can significantly degrade system 
availability (not acceptable for services provided to critical 
applications). A major reason for these problems is the way 
the database handles access to control structures in SysDB. 
The system employs multiple mutexes to guarantee the mu-
tual exclusion semantic in accessing control structures by 
user processes. When a client or service crashes while still 
holding a mutex, the database may remain in an inconsistent 
state. Since there is no way for the system to identify which 
updates the crashed client has made, the cleanup process re-
starts the database to bring the system back into a consistent 
state. Because major recovery imposes significant system 
downtime, an approach is needed to eliminate or reduce cases 
in which it is needed2. 
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Figure 1: Example Control Structures (SysDB) 

3 ARMOR High-Availability Infrastructure  
The ARMOR infrastructure is designed to manage redundant 
resources across interconnected nodes, detect errors in both 
the user applications and the infrastructure components, and 
recover quickly from failures when they occur. ARMORs 
(Adaptive Reconfigurable Mobile Objects of Reliability) are 
multithreaded processes internally structured around objects 
called elements that contain their own private data and pro-
vide elementary functions or services. All ARMORs contain 
a basic set of elements that provide a core functionality, in-
cluding the abilities to (i) implement reliable point-to-point 
message communication between ARMORs, (ii) respond to 
“Are-you-alive?” messages from the local daemon, and (iii) 
capture ARMOR state.  
ARMORs communicate solely through message-passing. The 
ARMOR microkernel (present in each ARMOR process) is in 
charge of distributing messages between elements within the 
ARMOR and between the ARMORs present in the system. A 
message consists of sequential operations that trigger element 
actions.  This modular, event-driven architecture permits the 
ARMOR’s functionality and fault tolerance services to be 
customized by choosing the particular set of elements that 
make up the ARMOR. Several ARMOR processes constitute 
the runtime environment, and each ARMOR plays a specific 
role in the detection and recovery hierarchy offered to the 
system and the application. The Fault Tolerance Manager 
(FTM), Heart Beat ARMOR (HB), and Daemons are funda-

                                                                 
2 In this discussion, we consider only preserving the consistent state of con-
trol structures. Any inconsistency brought to the user data is han-
dled/recovered by the default database services, such as two-phase commit, 
checkpointing, and logging. As long as SysDB consistency is preserved, the 
system can operate correctly and recover user data. 

mental components of an ARMOR-based infrastructure. For 
more details on ARMOR architecture the reader is referred to 
[8], [17], [18]. 

4 ARMOR-based Checkpointing 
Embedded ARMORs. In most of cases, an ARMOR launches 
the application and monitors its behavior. The application is 
treated as a black box, and only limited services can be pro-
vided by the ARMOR infrastructure, e.g., restart of the appli-
cation process. In the embedded ARMOR solution, an appli-
cation links the core structure of the ARMOR architecture 
(the ARMOR microkernel) and uses the ARMOR API to 
invoke/interface with the underlying element structure of an 
embedded ARMOR. The embedded ARMOR process ap-
pears (i) as a full-fledged ARMOR to other ARMORs and (ii) 
as a native application process to non-ARMOR processes 
(e.g., database clients). As a result, the application can take 
advantage of all services provided by ARMORs (e.g., adding 
or removing elements to customize ARMOR functionality) 
without having to change the original application’s organiza-
tion. In this way, the application does not need to be rewrit-
ten, and only lightweight instrumentation with a few AR-
MOR APIs is needed to embed the ARMOR-stub into the 
application. 
ARMOR-based checkpointing. In order to expose ARMOR 
services, the database is instrumented in two ways: (i) AR-
MOR stubs are embedded in the database processes, facilitat-
ing communication channel(s) between the database server 
and the ARMOR infrastructure. (ii) Functionalities are em-
bedded for checkpointing SysDB data structures; this modi-
fies selected library functions of the database but preserves 
function interfaces and, hence, is transparent to clients.  

Figure 2 illustrates the basic architecture of the ARMOR in-
frastructure integrated with the target database. The FTM, 
FTM daemon, HB, and Daemon constitute the skeleton of the 
ARMOR infrastructure. The solid lines are the ARMOR 
communicat ion channels. An ARMOR element called the 
image keeper is embedded into the Daemon ARMOR to 
maintain the image (checkpoint) of the data structures in 
SysDB. When a client or service process opens the database, 
the database kernel library creates an Embedded ARMOR 
(EA)  stub within the process and establishes the communica-
tion channel between the EA and the Daemon.  From then on, 
the checkpoint data can be transmitted directly from the 
source process (with its EA stub) to the destination ARMOR, 
which maintains the image in memory. The image is then 
stored on disk by ARMOR’s checkpoint mechanism. 
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Figure 2: Basic Check pointing Architecture 

Arrows in Figure 2 depict the data flow during system opera-
tion. Each client or service, when it acquires a mutex (or re-



leases a mutex, depending on the checkpointing strategy ap-
plied), sends the related checkpoint through the ARMOR 
communication channel to the image keeper. The image 
keeper processes the message according to the checkpointing 
strategy. If there is no error, the checkpoint reflects the latest 
consistent state of the SysDB. When a client/service crashes 
while holding a mutex, the cleanup service requests from the 
image keeper the saved correct copy of the relevant data 
structure(s). On the successful restoration of the data, the 
cleanup service allows the system to continue normal execu-
tion without invoking a major recovery.  

5 Checkpointing Algorithms  
This section discusses two algorithms for checkpointing con-
trol structures of the target database system: incremental 
checkpointing and delta checkpointing. We begin with brief 
description, summarized in see Table 1, of similarities and 
differences between the two proposed alternatives.  

5.1 Incremental Checkpointing 
In the incremental checkpointing scheme, only updates (in-
cremental changes) to data are sent to the image keeper. The 
basic algorithm is as follows:  

• After system initialization, the database server sends the 
image of all the control structures to the image keeper. 

• In the following processing, a client/service acquires a 
mutex and then performs operations on the control struc-
tures. On each write operation, any changes to the data 
are stored in the local buffer.  

• After all updates are successfully finished, the mutex is 
released, and the client/service delivers the buffered in-
crements to the image keeper for maintaining the up-to-
date checkpoint of the control structures. 

• Upon a crash while the mutex is held, the cleanup ser-
vice requests from the image keeper the latest checkpoint 
data and restores the corrupted control structures. 

Handling mutex overlaps. In some cases, a single section of 
control structures is protected by multiple mutexes. To prop-
erly handle this scenario, the image keeper maintains, in addi-
tion to the checkpoint, the mapping between a mutex and the 
data section(s) protected by this mutex. To assist in the map-
ping, the checkpoint increments sent to the image keeper pig-
gyback the mutex id and the information necessary to identify 
the correct sections in the control structures.  
Figure 3 depicts an example configuration of control structure 
images kept in the image keeper and illustrates the mapping 
of mutexes to control structures. With this mapping, over-
lapped data sections can be protected and their consistency 
with the corresponding copies in SysDB can be preserved, 
even when multiple mutexes are acquired at the same time. 
Handling data access without mutex protection. The pro-
posed algorithm works correctly as long as all updates to con-
trol structures are performed within the mutex blocks. There 
are, however, cases in which control structures are updated 
directly, without mutex protection, e.g. during database ini-
tialization (when it is assumed that no processes try to access 
the database). While this example is a rather benign case, 
practice shows that application developers often make some-

what arbitrary decisions and allow the accessing of control 
structures without mutex protection3.  Handling such scenar-
ios would require (i) locating, in the application code, all the 
places of potential updates outside mutex blocks and (ii) 
augmenting the implementation to ensure the checkpoint in 
the image keeper is up-to-date. This can be difficult given the 
size and complexity of real-world applications, such as our 
target database system. Delta checkpointing, discussed next, 
is an attempt to alleviate this problem.  
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Figure 3: Control Structure Images 

5.2 Delta Checkpointing 
The delta checkpointing algorithm is based on the following 
assumption:  In a correctly implemented system, any access 
to control structures outside the mutex blocks, after system 
initialization, does not violate data consistency. Conse-
quently, crashes outside the mutex blocks do not cause data 
inconsistency, and sections of control structures not updated 
by any currently executing mutex block are always consis-
tent4. As a result, the image keeper does not need to maintain 
a copy of all control structures (as in incremental checkpoint-
ing, discussed in the previous section). It is sufficient to pre-
serve data sections modified (plus information on the type 
and parameters of the update operation) while executing a 
given mutex block. In other words, the algorithm only needs 
to recognize, collect, and send to the image keeper the modi-
fied data section, delta (delta is a before -image). Upon a fail-
ure of a client/service while executing a mutex block, the 
primary copy of the control structures still exists in the shared 
memory. The entire image of the related structures (base) can 
then be delivered to the image keeper. Using delta and base, 
the image keeper computes the original (at the time of enter-
ing the mutex block) control structures image (orig = 
base+delta) and sends it back to the cleanup process for re-
covering the data. The possible updates include data inser-
tion, deletion, and replacement. In summary, the algorithm 
includes two basic steps: 
(1) When a client/service acquires a mutex, it sends the delta 

to the image keeper. The delta's content depends on the 
update to be performed in the mutex block. 

(2) Upon a crash while the mutex is held, the cleanup ser-
vice sends the base to the image keeper. The image 
keeper merges the base with the saved delta and gener-
ates the valid image of control structures. The cleanup 
service requests from the image keeper the regenerated 
image and restores the corrupted control structures.  

                                                                 
3 Identification of all cases of updates outside mutex blocks would require 
reviewing/profiling the entire code base. We could not do this due to limited 
access to the database.  
4 Under this assumption, incremental checkpointing (Section 5.1) still needs 
to determine all locations in the code where SysDB is updated. 



Table 1: Comparison of Incremental and Delta Check pointing Algorithms  

Observe that the image keeper merges the base with the latest 
delta it receives. To avoid using the wrong delta in the case 
of recovery, it is important to send out a delta at each mutex 
acquisition, even if the delta is empty, i.e., no changes to the 
control structures were performed during the current mutex 
block. 
5.3 Image Keeper 
The image keeper is a separate element within the ARMOR 
process that collects and maintains checkpoint data represent-
ing the correct state of control structures. It is a passive com-
ponent, which means that it is  only invoked by the incoming 
messages (checkpoint updates) and that it performs proper 
actions according to the received messages. Figure 4 illus-
trates the basic structure of the image keeper, which consists 
of (i) a set of memory blocks for preserving images of control 
data structures (control structure images) and (ii) manage-
ment support (manager) for updates of the checkpoint and 
recovery actions in response to client failures. The image 
keeper communicates with the database processes by means 
of the ARMOR communication channel. 
The control structure images in Figure 4 represent a me mory 
pool that stores the images of control structures in SysDB. 
Different mutexes map their corresponding data sections into 
the copy of control structures in the image keeper (Figure 3).  
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Figure 4: Structure of the Image Keeper 

6 Performance Evaluation 
This section presents performance measurements of the pro-
totype implementation of the ARMOR-based incremental 
checkpointing scheme applied to the target database system5.  

                                                                 
5 Due to the limited time for accessing the target system, we provide meas-
urements only for incremental checkpointing. Because checkpoint data 
transmission time dominates the performance of both schemes in error-free 

The testbed consists of a Sun Blade 100 workstation running 
the Solaris 8 operating system on top of a 500MHz UltraS-
PARC-II CPU with 128MB of memory. The measurements 
are conducted in (i) error-free scenarios, in which normal 
operation of the database under a synthetic workload mimics 
actual database activity, and (ii) error-recovery scenarios, in 
which the database recovers from the checkpoint after a fail-
ure while executing transactions issued by synthetic clients. 
While checkpointing is applied in the context of the file table 
mutex, the proposed solution applies to other mutexes as well.  
6.1 Performance of ARMOR-based Incremental 

Check pointing in Error-Free Scenarios 
Workload. Each workload invocation involves execution of a 
sequence of transactions, which arrive with a predefined fre-
quency, and each transaction is represented as a set of opera-
tions of variable execution time. Some  of the operations need 
to acquire the file table mutex (mutex) to preserve mutual 
exclusion in accessing shared data by multiple clients.  

Operations associated with mutex acquisition can be either 
data write (write) or data read (read). The operation pattern 
within a transaction is a sequence of alternate reads and 
writes, e.g., read – write – read – write – ….  The sleep func-
tion is used to emulate the execution time of operations that 
(i) do not require mutex acquisition (mutex-free operations), 
(ii) occur when the mutex is held (mutex operations), or (iii) 
represent idle time, i.e., the period after completion of a cur-
rent transaction and before arrival of the next.  
Parameters. The workload is flexible and can be configured 
to mimic actual execution scenarios. The tunable workload 
parameters (and other experiment settings) are as follows: 

• Transaction frequency (freq) – number of transactions 
arriving within one second. 

• Number of mutex acquisitions per transaction 
(num_acq). 

• Percentage of read-only operations (read_per)  – fraction 
of mutex acquisitions for read-only operations.  

• Mutex operation time  (mutex_op)  – processing time 
while holding the mutex, i.e., the interval between the 
time the mutex is granted and the time it is released. 

                                                                                                                
scenarios and both algorithms transmit a similar amount of data, it is ex-
pected that the performance of the two schemes is sim ilar. 

Algorithm Incremental Checkpointing Delta Checkpointing 

Similarities Close checkpointing architecture; small overhead; no checkpoint taken for read-only access; same way of handling mutex 
overlap and access to external devices while holding a mutex.  

 
 

Differences 

1. At start time – an image of all control structures is stored 
as an initial checkpoint; 
2. At runtime – a post-transaction (upon transaction comple-
tion) state of the control structure(s) accessed by each write 
transaction is collected and merged with the current check-
point; 
3. At recovery time – the checkpointed image of control struc-
tures is directly loaded to the shared memory from the image 
keeper; 
4. Must checkpoint data updates due to operations within and 
outside mutex blocks. 

1. At start time – an initial checkpoint is an empty data set, 
i.e., no need to store any control structures;  
2. At runtime – a pre-transaction (before data updates occur) 
state of control structure(s) accessed by a given transaction 
(write or read-only) is preserved as a current (delta) check-
point; 
3. At recovery time – the image of control structures from the 
shared memory is merged with the latest delta stored in the 
image keeper; 
4. Must checkpoint only updates due to operations within 
mutex blocks. 



• Mutex-free operation time (other_op) – processing time 
for mutex-free operations within the transaction. 

• Delivered data – the amount of checkpointed data.  In 
the case of the file table mutex, the typical data to be 
checkpointed is a single file entry in the file table 
(approx. 3700 bytes). In all measurements, the size of the 
checkpointed data is assumed to be 4000 bytes. 

• Experiment duration – time duration of the experiment. 
The transaction frequency should satisfy the following re-
quirement for experiments to run correctly: 
1/freq >= mutex_op*num_acq + other_op + 
                                                     time{get/release mutexes+checkpointing} 

Results. The workload configuration parameters for perform-
ance measurements are as follows: num_acq=5, 
mutex_op=0.002s, other_op=0.03s, delivered data=4000 
bytes, experiment duration=20s. 

Table 2 shows the time per transaction (with 95% confidence 
intervals) for four transaction frequencies and with read-only 
percentages (read_per)  ranging from 0% to 100%. The trans-
action time includes mutex-free operations, mutex operations, 
mutex acquisition/release, and checkpointing time. Table 3 
depicts the performance overhead of checkpointing per trans-
action. The case of read_per=100% is the one without 
checkpointing, and hence, it is the baseline against which the 
overheads in other scenarios are computed and compared. 

Table 2:Transaction Time [s] 
read_per  (%) freq 

(1/s) 0 20 40 60 80 100 

0.75 0.109 
±.0001 

0.102 
±.0001 

0.102 
±.0002 

0.102 
±.0002 

0.101 
±.0002 

0.101 
±.0007 

1.25 0.115 
±.0095 

0.104 
±.0027 

0.103 
±.0008 

0.104 
±.0017 

0.102 
±.0007 

0.102 
±.0009 

1.75 0.124 
±.0122 

0.115 
±.0070 

0.107 
±.0039 

0.104 
±.0026 

0.105 
±.0018 

0.104 
±.0015 

2.25 0.130 
±.0116 

0.121 
±.0068 

0.113 
±.0067 

0.103 
±.0015 

0.102 
±.0002 

0.102 
±.0001 

Table 3: Performance Overhead of Checkpointing per 
Transaction [s] 

read_per (%)  freq 
(1/s) 0 20 40 60 80 100 
0.75 0.008 

(7.9%) 
0.001 
(1.0%) 

0.001 
(1.0%) 

0.001 
(1.0%) 

0  
(0%) 

N/A 

1.25 0.013 
(12.7%) 

0.002 
(2.0%) 

0.001 
(1.0%) 

0.002 
(2.0%) 

0  
(0%) 

N/A 

1.75 0.020 
(19.2%) 

0.011 
(10.6%) 

0.003 
(2.9%) 

0  
(0%) 

0.001 
(1.0%) 

N/A 

2.25 0.028 
(27.4%) 

0.019 
(18.6%) 

0.011 
(10.8%) 

0.001 
(1.0%) 

0  
(0%) 

N/A 

From the results, one can see that as transaction arrival rate 
increases, the performance overhead and, hence, the transac-
tion time increases. This is because when there are more re-
quests, ARMORs take more time to process each individual 
request. However, the frequency increase does not signifi-
cantly degrade the performance; the overhead ranges from 
1ms to 28ms for 80% and 0% (all transactions are write) read 
operations, respectively. If more than half of the mutex ac-

quisitions are read-only, the performance overhead is very 
small. Note that the variation of the run time without check-
pointing (last column in Table 2) can dominate the perform-
ance overhead (columns 5 and 6 in Table 2). In real applica-
tions, mo re than 50% of mutex acquisitions are for read-only 
operations; the measurement data indicate that under such 
workloads the overhead due to checkpointing is negligible. 

6.2 Performance of ARMOR-based Incremental 
Check pointing in Error-Recovery Scenarios 

The database used in the test consists of five db files. Each 
file contains 100 tables, and each table contains two thousand 
200-byte records. So the total size of the user database is 
200MB, a typical size for the database the target system 
processes in practice. Three clients are used in the error re-
covery scenario: (i) testsc, which updates the table records 
one after another without acquiring a file table mutex, (ii) 
testsc_ftmutex, which repeatedly acquires a file table mutex, 
updates the table records, and releases the mutex, and (iii) 
ftmutextest, which gets a file table mutex and emulates a 
crash while still holding the mutex. Table 4 presents meas-
urements comparing the performances of both major recovery 
and ARMOR-based incremental checkpoint recovery. The 
time listed in Table 4 represents the recovery time, i.e., the 
time from the crash of the failed client (ftmutextest) to the 
first successful acquisition of a file table mutex by the wait-
ing client (testsc_ftmutex).  
Table 4: Performance of Major Recovery and ARMOR-

based Incremental Checkpointing 
Major Recovery [s] ARMOR-based  

Checkpointing [s] 
 
 

Trial Expr 1  
(testsc_ftmutex 
+ tmutextest) 

Expr 2 
(testsc + 

testsc_ftmutex 
+ ftmutextest) 

Expr 1 
(testsc_ftmutex 
+ ftmutextest) 

Expr 2 
(testsc + 

testsc_ftmutex 
+ ftmutextest) 

1 13 31 2 3 
2 12 25 3 6 
3 11 29 4 5 

Four experiments (each is performed for three trials) are con-
ducted with different clients and recovery policies. The re-
sults reported in Table 4 indicate: 

• Major recovery can cause significant system downtime (11 
to 31 seconds in our experiments). The downtime depends 
on how much data is loaded into memory when major re-
covery occurs. (Testsc_ftmutex updates a small fraction of 
table data, so recovery time is small. When 
testsc+testsc_ftmutex is used, since testsc updates a whole 
table, the loaded data is much larger, and recovery time is 
greater.)  

• ARMOR-based incremental checkpointing eliminates or 
significantly reduces the downtime due to the client 
crashes: (i) the crash of a client does not impact other proc-
esses as long as they do not acquire the same mutex as the 
terminated client, (ii) an overhead of 2 to 6 seconds (in our 
measurements) is encountered by any process that attempts 
to acquire the same mutex as the terminated client, and (iii) 
recovery using checkpointing does not depend on the 
amount of loaded data, as there is no need to reload data. 



Availability. Availability of the database is estimated based 
on the data on recovery time, assuming different frequencies 
of crashes that require major recovery. (We consider database 
availability using Experiment 2 as an example.) The meas-
ured average recovery time for ma jor recovery  and check-
pointing-based recovery are 28.3s and 4.7s, respectively. 
Table 5 shows the system’s availability for various error fre-
quencies. One can see that under an error rate of one per 
week, checkpointing-based recovery provides about five 
nines of availability, which is one nine of improvement com-
pared with the major-recovery-based solution.  

Table 5: Availability (Expr. 2) 
Error Frequency  

Solutions  1/hour 1/day 1/week 1/month 1/year 

Major recovery 99.21 99.97 99.995 99.9989 99.99991 

Checkpointing- 
based recovery 

99.87 99.995 99.9992 99.9998 99.99999 

7 Related Work 
A number of checkpoint techniques have been proposed to 
ensure the durability of MMDBs. In Hagmann’s fuzzy check-
pointing [6], the checkpoint is taken while the transaction is 
in progress. An improved variant of fuzzy checkpointing is 
proposed in [11] and [12]. Non-fuzzy checkpointing algo-
rithms are introduced in and [7], [9], and [14].  
Levy and Silberschatz [10] design an incremental checkpoint-
ing scheme that decouples transaction processing and check-
pointing. The propagator component observes the log at all 
times and propagates the updates of the primary copy in 
memory to the backup copy on disk. While these traditional 
techniques rely on control structures to checkpoint user data, 
we address checkpointing of control structures themselves.  
Sullivan and Stonebraker [16] investigate the use of hardware 
memory protection to prevent erroneous (due to addressing 
errors) writes to the data structures. In [4], Bohannon, et al., 
achieve such protection by computing a codeword over a 
region in the data structures. Upon a write, the data region 
and the associated codeword are updated. A wild write results 
in an incorrect codeword, which triggers recovery of the cor-
rupted data region. These schemes protect the critical control 
structures against erroneous writes. Our checkpointing algo-
rithms defend against client crashes and data inconsistency, 
which is a different failure model. Another technique that 
addresses this type of failure is process duplication. For ex-
ample, Tandem’s process-pair mechanism [1] provides a 
spare process for the primary one. The primary executes 
transactions and sends checkpoint messages to the spare. If 
the primary fails, the spare  reconstructs the consistent state 
from the checkpoint messages. The idea of lightweight, re-
coverable virtual memory in the context of providing transac-
tional guarantees to applications is explored in [15]. A Rio 
Vista system for building high-performance recoverable 
memory for transactional systems is proposed in [13]. 

8 Conclusions  
This paper presents ARMOR-based, transparent, and per-
formance-efficient recovery of control structures in a com-
mercial MMDB. The proposed generic solution allows elimi-
nating or significantly reducing cases requiring major recov-

ery and, hence, significantly improves availability. The solu-
tion can be easily adapted to provide system-wide detection 
and recovery. Performance measurements and availability 
estimates show that the proposed ARMOR-based checkpoint-
ing scheme enhances database availability while keeping per-
formance overhead quite small (less than 2% in a typical 
workload of real applications). 
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